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The Wikimedia and Sun solution
To address growth concerns, Wikimedia 
supplemented its existing Linux clusters with 
an affordable, high-performance, scalable 
solution based on Sun Fire� X4150 and X4240 
servers running Ubuntu Server, MySQL� 
database, and Sun Fire X4540 servers running 
the Solaris� 10 Operating System (Solaris OS) 
with the Solaris ZFS� � le system.

A powerful and scalable architecture
Built using the Linux, Apache Web Server, 
MySQL database, and PHP (LAMP) stack, 
Wikipedia runs in a distributed, multitier 
architecture on clusters of Linux Ubuntu 
Servers located in three datacenters on 
different continents. The primary datacenter, 
located in Tampa, Florida, contains all 
media storage and houses 300 servers. 
Secondary caching-only datacenters located 
in Amsterdam, the Netherlands and Seoul, 
South Korea each utilize over 20 servers. 
Geographic load balancing statically maps 
Internet Protocol (IP) addresses to countries 
and clusters, and directs clients to the nearest 
server cluster to maximize performance.

Squid Reverse Proxy Servers
Content acceleration and distribution is 
supported by Squid Reverse Proxy Servers 
that handle Web caching, load balancing, 
and memcached distributed object caching 
to enhance performance. With cache proxy 
servers in three locations, the system provides 
very fast access to static public page views, 
reduces network latency, and delivers low-
latency access to local read-only database 
slaves.

Sun Fire X4150 servers for fast cache access
The Squid Reverse Proxy Servers are hosted 
on Sun Fire X4150 servers�fast, energy-
ef� cient, and reliable two-way x64 servers 
incorporating up to two dual- or quad-core 
Intelfi Xeonfi processors and up to 64 GB of 
RAM. Up to eight 2.5-inch SAS disk drives or 
six 2.5-inch SATA disk drives can be con� gured 
into this 1 RU system.

The Squid Reverse Proxy Servers are divided 
into two groups with different characteristics. 
The text group handles wiki content that 
consists largely of compressed HTML pages. 
The media group provides access to images 
and other forms of relatively large, static � les. 
The hit rate for text is approximately 85%, 
with a 98% hit rate for media. 

The Squid Reverse Proxy Servers handle up 
to 2,500 HTTP requests per second, and up 
to 32,000 open connections per server. The 
Cache Array Routing Protocol (CARP) is used 
to load balance HTTP requests across multiple 
proxy cache servers, with a hash function 
deciding which cache is to handle a request.

A memory-based object store, memcached, 
is used to share temporary data in the 
network�s memory, providing faster access 
than traditional disk-based approaches. This 
cache is shared by all Apache Web Servers in 
the system, with communication taking place 
over TCP/IP. By using portions of memory 
located on each Web server, a large store 
space can be created in memory, easing the 
burden on database servers.

Apache Web Servers
Apache Web Servers accept requests from 
users, obtain data from databases if needed, 
and format information presented to users. 
The Mediawiki software is implemented in 
PHP and utilizes the Alternative PHP Cache 
(APC). Servers share working directories 
over NFS to help ensure uploads remain 
synchronized.

Apache Web Servers are housed on Sun Fire 
X4240 general-purpose servers designed for 
scale-out and scale-up architectures. Up 
to two dual- or quad-core AMD Opteron� 
processors, up to 128 GB of RAM, and up to 
16 SAS disk drives can be con� gured into this 
2 RU system. With large memory capacity, 
internal storage, quad Gigabit Ethernet 
ports, and high-speed PCI-Express expansion 
slots that facilitate high-speed system 
interconnects, Sun Fire X4240 servers are well-
suited for Web, database, and infrastructure 
services deployments.

Figure 1. Wikimedia keeps track of a variety of statistics2.
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Wikimedia chose Sun Fire X4540 servers 
because of the huge amount of storage and 
fast performance provided�even when the 
system is experiencing a lot of read/write 
activity or a large number of �le uploads. 
With the exceptional storage capacity of 
these servers, Wikimedia was able to raise the 
upload �le size to 100 MB, opening the door 
to more multimedia content.

Data integrity and expansion with the Solaris 
ZFS� �le system
Data integrity is a key concern for Wikimedia, 
and it relies on the Solaris ZFS �le system 
to protect information. Solaris ZFS is an 
enterprise-class, general-purpose �le system 
that provides virtually unlimited �le system 
scalability and increased data integrity to 
large-scale solutions. Providing up to 21 
billion YottaBytes of capacity, this 128-bit, 
open source �le system integrates traditional 
�le system functionality with built-in volume 
management techniques. By automatically 
allocating space from pooled storage when 
needed, Solaris ZFS simpli�es storage 
management and gives organizations the 
�exibility to optimize data for performance.

Virtual storage pools
Unlike traditional �le systems that require 
a separate volume manager, Solaris ZFS 
introduces the integration of volume 
management functions. Breaking free of the 
typical one-to-one mapping between the �le 
system and its associated volumes, Solaris ZFS 
introduces the storage pool model. Solaris 
ZFS decouples the �le system from physical 
storage in the same way that virtual memory 
abstracts the address space from physical 
memory, allowing for more ef�cient use of 
storage devices. Space is shared dynamically 
between multiple �le systems from a single 

storage pool, and is parceled out of the pool 
as �le systems request it. Physical storage 
can be added to storage pools dynamically, 
without interrupting services. When capacity 
is no longer required by one �le system, it 
becomes available to other �le systems.

In the past, Wikimedia needed to add Linux 
systems with large RAID arrays whenever 
more storage was needed�and directories 
needed to be copied manually. With Solaris 
ZFS, Wikimedia can add disks and extend 
the pool and the space is available instantly, 
without interrupting operation.

Data integrity
Solaris ZFS uses several techniques to keep 
on-disk data self consistent and eliminate 
silent data corruption, such as copy-on-
write and end-to-end checksumming. Data 
is written to a new block on the media 
before changing the pointers to the data 
and committing the write. Because the �le 
system is always consistent, time-consuming 
recovery procedures like fsck are not required 
if the system is shut down in an unclean 
manner. In addition, data is read and checked 
constantly to help ensure correctness, and 
any errors detected in a mirrored pool are 
automatically repaired to protect against 
costly and time consuming data loss 
and previously undetectable silent data 
corruption. Corrections are made possible 
by a RAID-Z implementation that uses parity, 
striping, and atomic operations to aid the 
reconstruction of corrupted data.

Simpli�ed administration
Solaris ZFS automates many administrative 
tasks to speed performance and eliminate 
common errors. Creating �le systems is fast 
and easy. There is no need to con�gure, or 

re-con�gure, underlying devices or volumes�
these tasks are handled automatically 
when devices are added to a storage pool. 
In addition, administrators can guarantee 
a minimum capacity for �le systems, or set 
quotas to limit maximum sizes.

Snapshots and replication
Solaris ZFS provides an unlimited number of 
instantaneous snapshots, a read-only, point-
in-time copy of the �le system that can be 
used to recover �les by rolling back to saved 
snapshots. Bene�ting from the copy-on-write 
model used by the �le system, snapshots only 
track changes to conserve disk space.

Solaris ZFS uses snapshots to replicate full or 
incremental data backups to backup servers 
in real time. Wikimedia uses Solaris ZFS 
replication to help ensure data integrity. Now, 
Wikimedia can replicate data in real time 
and store multiple backup snapshots on each 
server�and no longer worry about losing 
work if a system fails.

Learn more
Many organizations rely on Sun to help build 
scalable, ef�cient, and low-cost rich media 
infrastructure. Visit sun.com/mysqlsystems 
to learn more on how Sun Systems for 
MySQL Rich Media Storage can provide the 
economical performance needed to create a 
fast, reliable, and open storage infrastructure 
for half the price. For further information on 
more of Sun�s recommended solutions for 
MySQL software deployments, visit  
sun.com/mysqlsystems. In addition, visit 
sun.com/tryandbuy and take a test drive and 
experience the performance and scalability 
bene�ts of Sun Fire systems �rst hand�free 
for 60 days�and get extreme data speeds in 
a compact package.

1. See http://wiki.wikked.net/wiki/Wikimedia_statistics.
2. Source: Wikimedia.


