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Chapter 1

 

Purpose

 

This white paper provides an overview of the Sun Java™ System Application Server Enterprise 

Edition 7 and its support for the deployment of mission-critical applications and services. The paper 

describes the challenges in deploying highly available systems; the factors impacting availability; 

and component details of the Java System Application Server. It specifically details how downtime 

can be reduced in the event of software or hardware failures, and how the impact of planned 

maintenance activities can be reduced by deploying the Java System Application Server 

Enterprise Edition 7.
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Chapter 2

 

Executive Summary

 

There are many factors that impact the availability of a system: Software errors can cause applications 

to fail, hardware faults can cause applications to become unavailable, and external environmental 

effects on the system, such as failure of the power supply or network infrastructure, can also 

cause downtime.

The impact to the business during periods of unavailability depends on the service provided 

by the system and the number of users affected, as well as the time and duration of unavailability. 

For example, one hour of downtime during the business day for an online brokerage service 

supporting thousands of users could have a financial impact of billions of dollars; whereas the loss 

of an intranet-based phone directory outside of working hours will cause negligible financial loss 

because it would be largely transparent to end users. Aside from the immediate financial loss due 

to system downtime, there is often a loss of affinity (assuming the user's need can be satisfied in 

some other way, such as a competitor’s Web site), which is often very difficult to quantify, and 

therefore not always fully accounted for.

Though the level of availability required for a particular user population using a particular 

application is variable, the fundamental requirements are the same. Users must be insulated 

against the effects of unplanned downtime, and if possible, planned downtime should be scheduled 

when it will have the least amount of impact on the user population. In general, systems that 

exhibit a high degree of redundancy, good fault isolation, a high Mean Time Between Failure 

(MTBF), and a low Mean Time to Recovery (MTTR) provide a high degree of availability.
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The cost of providing this availability depends to a large degree on the type of application — 

stateless or stateful. Stateless applications do not maintain any “conversational state” between 

user requests, for example, a search engine returns a list of “hits” for a particular search criteria, 

but doesn't have to maintain any user state between one search and another; in fact it probably 

isn't aware that the search request originated from the same user. Stateful applications typically 

collect information from the user in a number of steps or screens, building up conversational state 

at each step, but this state can't easily be recovered without user involvement, for example, 

answering questions for an insurance quote or credit approval. Insulating the user of a stateful 

application from system failure is far more complex than for a stateless application, but the extra 

cost is often justified in terms of maintaining end-user satisfaction and customer affinity.
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Chapter 3

 

Availability Fundamentals

 

Though largely dependent on the application and user population, a typical definition of 

availability is: “The percentage (%) of time the system can perform its primary function within 

predefined quality of service (QoS) limits.” A standard formula for determining the planned 

availability of a component or system is shown in Figure 3-1, where A is the availability of the 

system and is calculated as the proportion of “uptime” for a given period (taking into account 

the time it typically takes the system to recover from a failure).

 

Figure 3-1: 

 

Calculating Availability

 

Two implications of this formula are:

• A large MTBF makes the MTTR less relevant. For example, if a component has a MTBF of 10 

years, a large MTTR (such as 5 hours) may be acceptable as the periods of downtime will be very 

infrequent.

• A small MTTR can often compensate for a large MTBF. For example if a component fails frequently 

(say once a day) but recovers within milliseconds, the failures may not be noticeable (assuming 

the failures don't result in the loss of nonrecoverable state).
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Complex computer systems are often composed of many connected, mutually dependent 

components, and overall availability is reduced by the weakest link in the chain of a request. The 

simple example illustrated in Figure 3-2 shows a Web server that forwards requests to an application 

server, which in turn accesses a database. In this example all components are critical to delivering 

the service, and failure of any component will cause the application as a whole to be unavailable.

 

Figure 3-2: 

 

Availability Degraded by the Weakest 
Link

 

In Figure 3-2, assume 99.9 percent availability at the Web server (WS) tier, 99.99 percent 

availability of the application server (AS) tier, and availability of 99.999 percent at the database 

(DB). The overall availability of the application, computed as a product of the availability of all the 

components

 

1

 

 [0.999 x 0.9999 x 0.99999] equals 0.9989, or 99.89 percent availability. That equates 

to almost 10 hours of downtime a year, significantly worse than any single component.

 

Figure 3-3: 

 

Availability Combined Components

 

Availability can be increased by introducing redundancy into the system, based on the Figure 

3-3 example of 99.9 percent and 99.99 percent availability for the Web server and application server 

components. Figure 3-4 shows how availability can be computed for the combined Web server and 

application server tiers.

 

Figure 3-4: 

 

Increased Availability by Introducing 
Redundancy

 

1. This is a simple but conservative model, ignoring the possibility of multipoint failures
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In Figure 3-4, availability of the tier improves because the tier as a whole is available if any 

one of the Web servers is available. The tier's availability (WS) is calculated as the product of the 

downtime for both Web servers, which, in this case is 99.9999 percent, calculated as: 

 

WS = 1 – ( (1 

– WS1) * (1 – WS2) ).

 

Similarly, the application server tier now has a combined availability of 99.999999 percent, 

calculated as: 

 

AS = 1 – ( (1 – AS1) * (1 – AS2) ).

 

Recalculating the availability of the entire system (by taking the product of the uptime of 

each tier) produces 99.9989%, calculated as: 

 

WS * AS * DB.

 

Another characteristic of highly available systems is fault isolation, whereby faults in one 

component are not allowed to cause a domino effect (causing cascading failure in the rest of the 

system). Good fault isolation can increase the availability of the overall system by making it more 

deterministic and making fault identification easier.

Some example of good fault isolation are:

• Highly available operating environments, such as the Solaris™ OS with Sun Cluster software, can 

insulate applications from certain types of hardware component and software failure

 

2

 

.

• Highly available network storage devices or disk subsystems can preserve the integrity of data, 

even in the face of localized failures (such as individual disks or controllers).

• Network faults can be isolated by providing resilient networks with multiple physical connections 

and intelligent switching logic.

• Uninterruptible power supplies can insulate equipment from inconsistencies in the power 

supply and even brief power outages.

• Businesses can be insulated from the effects of environmental catastrophes by replicating data 

centers in different geographical locations.

 

Figure 3-5: 

 

Fault Isolation

 

 

 

2. Sun Cluster 3.1 software supports a failover data service for the Java System Application Server Standard Edition 7.
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Rightsizing Availability

 

There are many factors effecting availability, including:

• Software Defects

• Misconfiguration

• Planned Maintenance

• Human Error

• Power Outages/Surges

• Hardware Defects

• Network Faults

• Others: Atmospheric disturbances, Earthquakes, Tsunamis, Meteor Strikes, etc.

As the cost and complexity of a system greatly increases in relation to the event being mitigated 

against, it is essential that the availability needs of a particular user population accessing a particular 

application are fully assessed. For example, external fee-paying users often have different quality 

of service (QoS) expectations than internal users or business partners.

It is also prudent to identify availability requirements of distinct functions within an application 

to ensure that a good return on investment is realized. For example, it may not be acceptable for 

an insurance quotation system to be unavailable (potentially turning away new business), yet 

brief unavailability of the account management function (where existing customers can view their 

current coverage) is unlikely to turn away existing customers.

Figure 3-6 illustrates the increasing cost and complexity of mitigating against decreasingly 

probable events. At one end of the continuum, a simple load balanced cluster can tolerate localized 

application, middleware, and hardware failures; at the other end of the scale geographically 

distinct clusters can mitigate against major catastrophes effecting the entire data center.

 

Figure 3-6: 

 

The Availability Continuum
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The fundamental considerations of providing highly available, yet cost effective systems are:

• Choose components that have a high MTBF

• Ensure that failed components are detected and recover quickly (low MTTR)

• Provide redundant components to mask failures

• Ensure that additional capacity is built into the system to cope with failures

• Ensure that the impact of failures are not propagated to other parts of the system

• Balance the overall availability requirements for a system against the additional cost and 

complexity

The Java System Application Server 7 product line, in conjunction with Sun's partners, can 

address the entire availability continuum without prohibitive cost.

• The Java System Application Server Platform Edition 7 is based on the reference implementation of 

the Java 2 Platform, Enterprise Edition (J2EE™) 1.3 specification, with significant usability, 

performance, and scalability improvements to deliver a best-in-class development and deployment 

platform. By delivering an implementation of the application server that is built upon the very 

definition of the J2EE 1.3 specification, developers, integrators, and enterprise operators are 

assured of an environment that maximizes productivity and performance, while capable of 

scaling to meet virtually any user load requirements.

• The Java System Application Server Standard Edition 7, with additional monitoring and management 

capabilities can be deployed to single or multiple servers that are load balanced via a third-

party product to attain a high level of application serviceability.

• The Java System Application Server Enterprise Edition 7 with its advanced HTTP load balancing 

capabilities and “Always On” architecture, ensures availability of state for J2EE components. It 

provides many automatic self-repair and self-recovery features; a high degree of fault isolation; 

and supports a broad range of deployment topologies.



 

Java System Application Server Enterprise Edition 7

 

  

 

P

 

9

 

Chapter 4

 

Java System Application Server 
Enterprise Edition 7

 

The Java System Application Server is a breakthrough product that raises the bar in application 

server technologies. Incorporating the latest Java technologies in an easy-to-use, developer-

friendly package, the Java System Application Server product leverages over six years of Sun 

expertise in delivering highly scalable, application server technology, enabling developers to 

rapidly build robust applications that are based on JavaServer Pages™ (JSP™), Java Servlet, and 

Enterprise JavaBeans™ (EJB™) technology. This technology supports a broad range of business 

requirements, from small departmental applications to enterprise-scale, mission-critical services.

The Java System Application Server Enterprise Edition 7 enhances the core application server 

platform with high availability, load balancing, and cluster management capabilities suited for 

the most demanding J2EE technology-based application deployments. The management capabilities 

of the Java System Application Server Standard Edition 7 are extended in the Java System 

Application Server Enterprise Edition 7 to account for more complex multiple-instance, multiple-

machine deployments.
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Chapter 5

 

What is a Cluster?

 

At the most basic level, a cluster is a group of application server instances, often hosted on 

multiple physical servers that appear to clients as a single instance. This provides horizontal 

scalability as well as a higher degree of availability than is possible with a single instance on a 

single machine. This basic level of clustering is provided by the Java System Application Server 

Enterprise Edition 7 HTTP load balancer, which accepts HTTP and HTTPS requests and forwards 

them to one of the application server instances in the cluster. Should an instance fail, become 

unavailable (due to network faults), or become unresponsive, requests are redirected only to 

existing, available machines. The load balancer can also recognize when an failed instance has 

recovered and redistribute load accordingly. For stateless applications or applications that only 

involve low-value, simple user transactions, a simple load balanced cluster is often all that is 

required.

The next level of availability provided by clustering ensures that in the event of a failure, the 

application doesn't lose any client state (such as the contents of a customer's shopping cart or 

personal details held for a credit application). This support is required by applications that are 

stateful, have complex, high value user transactions; and involve data that is not easily recoverable 

without user interaction. This capability is provided by the load balancer working in conjunction 

with Sun's patented High Availability Database (HADB).
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Chapter 6

 

HTTP Session and Stateful Session 
Bean Failover

 

The Java System Application Server Enterprise Edition 7 can be configured to make HTTP session 

data and state information maintained in stateful session beans in the EJB container available to 

all instances in a cluster, ensuring that even in the event of instance failure, session data is not 

lost and can be recovered by other instances in the cluster.

Initially, when the load balancer receives a request that doesn't have an associated session, it 

routes the request to one of the instances in the cluster using a round-robin, load balancing 

algorithm — ensuring even load distribution. Subsequent requests associated with the session 

will be “stuck” to the instance that served the initial request unless that instance fails or becomes 

unavailable. This load balancing scheme is often termed “sticky” load balancing. Sticky load balancing 

can often improve performance by optimizing connection reuse, reducing object creation and 

initialization, and eliminating additional overhead required by the session persistence layer.

In the event of an instance failing or becoming unavailable, the load balancer will ignore the 

session affinity and route the request to another available instance in the cluster. Because HTTP 

session data and stateful session bean state are automatically replicated, any instance in the 

cluster can take over the session and become the new stuck instance for the session and transparently 

subsume processing of JSP, Java Servlet, and EJB components without loss of user session state. 

The deployer can control both the frequency of HTTP session replication and how modifications 

are replicated. Changes can be replicated at a configurable frequency or at the end of a Web 

request. Either the entire session can be stored or only modified sessions can be stored. 
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Combining these two parameters allows great flexibility in choosing a replication scheme that 

best meets the requirements of the application.

The EJB container stores bean state for stateful session beans. At well-defined points in the 

bean lifecycle, the container saves the state to the persistence store. This process is known as 

checkpointing. The decision of when to checkpoint stateful session bean state is configurable, and 

can occur at either end of the method or the transaction. Container-managed transaction checkpoint 

occurs immediately after the transaction completes, at commit or roll back. Bean-managed 

transaction checkpoint occurs at the end of the method in which the transaction commits, and 

there are no subsequent pending transactions.

References to stateless session and entity beans stored in HTTP session are also transparently 

failed over to another server instance. For entity beans, the server automatically persists the 

primary key to the persistence store, which is used upon failover to resurrect the bean.

In all cases stateful session bean state is always maintained, whether invoked via the HTTP 

path or externally via RMI/IIOP requests. The Java System Application Server Enterprise Edition 7 

provides seamless failover of RMI/IIOP requests to access EJB components across all instances 

within a cluster. This is accomplished by specifying name value pairs for all instances and ports of 

the cluster in the application client container deployment descriptor.

The Java System Application Server Enterprise Edition 7 supports a hierarchy of availability-

enabled attributes, ranging from the highest to lowest levels. At the highest levels, availability 

can be enabled for the entire server, or at other granular levels such as Web containers, EJB 

containers, Web modules, EJB modules, or specific stateful session beans. For optimal flexibility, 

stateful session bean methods that require checkpointing can also be specified via its deployment 

configuration file.

 

Figure 6-1: 

 

Typical Highly Available Cluster Topology 

 

Figure 6-1 illustrates a typical clustered topology supporting a cluster with session replication. 

The load balancer is hosted in the Web server tier occupying the DMZ (Demilitarized Zone). This 

tier is likely to serve static content as well as act as the load balancer for the application server 

cluster. The Web server tier is fronted by a switch or some form of virtual IP address to which all 

requests are sent. Requests are load balanced to the individual Web servers using a simple load 

balancing algorithm.
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The application server tier consists of several application server instances hosted on two or 

more physical machines to provide both process and machine redundancy.

The physical architecture of HADB is discussed in more detail in Appendix 2.

 

Instance Failure and Recovery

 

Every application server (AS) instance is accompanied by a lightweight watchdog process that is 

responsible for monitoring the availability of the AS instance. In the event of a software fault 

causing the instance process to fail, the watchdog process immediately restarts the process. 

During this brief outage, requests are redirected to other available instances. In order to best 

utilize the available hardware resource in the event of instance failure, it is recommended that 

multiple instances are hosted on each machine. By adopting this architecture, the failure of an 

individual instance process will not cause the hosting machine to become idle, and the remaining 

instances will continue to utilize the machine's resources.

 

Support for Planned Maintenance

 

As well as handling unplanned failure, it is essential that scheduled maintenance can proceed 

with minimal impact to the availability of applications. Maintenance activities come in many 

forms, each presenting challenges to availability. Some of the more common activities include:

• Upgrading/redeploying application(s)

• Upgrading application server software

• Upgrading/patching the operating system

• Upgrading/maintaining the hardware

The Java System Application Server Enterprise Edition 7 supports a number of unique features 

to ensure that these activities have minimal impact on live systems. The load balancer included in 

the Java System Application Server Enterprise Edition 7 supports multiple clusters

 

3

 

, and, has the 

ability to “quiesce” both applications and instances. Quiescence is the ability to take an instance (or 

group of instances) or a specific application offline in a controlled manner without impacting any 

users being served by the instance or application.

 

Multicluster Support

 

In many ways, a cluster of application server instances that share session data has to be treated as 

a monolithic whole. Certain maintenance operations aren't possible on a live cluster without 

impacting the integrity of session data or reducing availability. For example, if a redeployment 

changes the data written to HttpSession (for example changing the ShoppingCart Java class), 

there is a chance for a mismatch in session data between the two versions of the application 

running in the cluster, resulting in possible deserialization problems and loss of session data. 

There are a number of fixes to this problem, but none are without side effects. For example, 

session replication could be disabled during redeployment but this would reduce the high 

availability of the system for a potentially long period. Alternatively, if continuous availability 

is not a concern, the entire cluster could be stopped during the duration of the upgrade.

 

3. The multicluster feature has uses beyond support for planned maintenance — it allows a Web server farm to be shared 
among a large number of distinct application clusters/instances, thus maximizing resource utilization and investment.
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By partitioning a cluster into two or more subclusters, it is possible to support many operations 

without impacting session data integrity or availability. Figure 6-2 illustrates a typical multicluster 

topology. A “farm” of Web servers (hosting the load balancer) manage the load for two distinct 

clusters. Each cluster uses its own HADB installation to ensure that session data is not shared 

between the two clusters. Nominally, both clusters will have identical configuration and deployed 

applications, so an initial request arriving at the Web tier can be forwarded to any instance in either 

cluster. Subsequent requests for the same session will maintain server affinity (as dictated by sticky 

load balancing). In the event of instance failure and session failover, the load balancers will only 

route to an instance in the same cluster — sessions will not bleed across clusters.

Because the applications in each cluster are isolated from other clusters it is possible to 

perform a hot rolling upgrade of the entire multicluster by upgrading one subcluster at a time. In 

this way, session integrity within a cluster is ensured, while capacity and availability are maintained.

Although hot rolling instance upgrade within a cluster is possible with the Java System Application 

Server Enterprise Edition 7, it is not the solution to all planned maintenance activities.

A multicluster rolling upgrade scheme can be employed to perform any upgrades where 

maintaining homogeneity within a cluster is important, for example:

•

 

DB Schema Migration

 

 — An entire cluster can be pointed to a DB instance hosting the new 

schema, rather than instances within a cluster pointing to different DBs.

•

 

Application Server Upgrade

 

 — When upgrading to a major revision of the application server, it 

is safer and more manageable to upgrade a cluster at a time rather than instances within a cluster.

•

 

Hardware Upgrade

 

 — When adding capacity to a server, it is typically better (from a resource 

utilization perspective) to ensure even capacity across the cluster.

 

Figure 6-2: 

 

Typical Multicluster Topology
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Instance and Application Quiescence

 

To minimize the impact of hot rolling upgrades on the end user, the Java System Application Server 

Enterprise Edition 7 supports the ability to quiesce instances, applications on a particular instance, 

or applications across an entire cluster. Quiescence is the ability to disable an application or instance 

in a controlled manner without impacting end users. It requires the load balancer to route 

sessionless requests to other instances (inhibiting session creation on the instance), yet allows 

requests for stuck sessions to pass through. As sessions expire (due to the user “logging off” or the 

session timeout expiring), the server becomes quiesced.

The alternative to quiescence is a hard shutdown of the instance, letting the sessions failover 

as they would under any other instance failure. This is not necessarily ideal because there are 

cases where failover will result in errors that are propagated to the end user, for example:

• Any user request that does not receive a response (due to the timing of the hard shutdown) will 

have to be handled as an error by the user's browser or load balancer.

• Any in-flight but uncommitted transaction will have to be rolled back and handled as an error in 

the application or, in some circumstances, manually rectified.

• The forced migration of a large number of user session (for example, from multiple instances) 

will impact the performance of the cluster as a whole and possibly increase response times for 

individual users.
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Chapter 7

 

Conclusion

 

The Java System Application Server Enterprise Edition 7 provides numerous flexible options to 

meet the most demanding availability requirements without the prohibitive cost typically 

associated with such deployments. In addition, the Java System Application Server Enterprise 

Edition 7 fully supports planned maintenance activities with minimal impact to availability, 

capacity, and end-user experience.
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Chapter 8

 

Appendix 1: Load Balancer 
Architecture and Features

 

The load balancer bundled with the Java System Application Server Enterprise Edition 7 is implemented 

as a module that can be plugged into popular load balancers and is an extension of the reverse 

proxy plug-in (RPP) provided with the Java System Application Server Platform Edition 7 and the 

Java System Application Server Standard Edition 7. In the case of the Java System Web Server, the 

load balancer plug-in (LBP) runs as a Netscape™ Server API (NSAPI) plug-in; in the Apache Web 

server, it runs as a module.

Irrespective of where the load balancer plug-in runs, it reads its configuration from a simple 

configuration file (loadbalancer.xml). This configuration file holds information pertaining to 

instances, clusters, instances with each cluster, and URLs hosted by those instances and clusters.

Changes made to the loadbalancer configuration file can be read dynamically making 

dynamic changes to the cluster (for example, adding and removing instances or application, or 

quiescing instances) straightforward.

User sessions are maintained across requests by employing cookies or appending a unique 

session identifier to URLs (commonly known as URL rewriting).
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Instance Failure and Recovery Detection

 

In addition to detecting instance failure during request routing, the load balancer also performs 

out-of-band health checks. The load balancer dedicates a connection to each AS instance to 

monitor its health. If that connection is lost, a new connection attempt is made to ensure the AS 

instance didn't just close the connection (either on its own or because the keep-alive time-out 

elapsed). If this second connection attempt fails, the server is marked as unhealthy and a heath 

checker is started. The health checker periodically pings the failed instance so that on recovery, it 

can be included back into the load balancing pool of instances. Typically, failure and recovery of 

instances will be completely automatic.

Because the health-check URL is configurable, it can be used to detect more than just process 

availability. It can be used to detect whether the application is able to handle more complex 

requests. For example, a URL (a simple Web application) could be deployed that pings a data 

source used by the application; this would then be used to determine whether the application

as a whole is responding (both the application server tier as well as the database tier).

The Java System Application Server Enterprise Edition 7 supports idempotent URLs — URLs 

deemed safe for the load balancer plug-in to retry automatically on any another available healthy 

instance in the event of a failed request. Since user intervention is not required to view the failed 

page and resubmit the request, care must exercised to properly identify the appropriate idempotent 

URL, can be enable for read only request that are non-transactional in nature.

Finally, the Java System Application Server Enterprise Edition 7 provides automatic HTTPS 

reauthentication when an instance fails. User credentials are stored in HADB, and are made 

available to any other instance in the cluster.
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Chapter 9

 

Appendix 2: HADB Architecture 
and Features

 

The Java System Application Server supports persistence of HTTP session data and HTTPS 

credentials in its HADB bundled with the Java System Application Server Enterprise Edition 7. 

HADB is a highly performant, scalable, distributed database that is capable of operating in excess 

of five 9s availability, that is, just minutes of downtime per year, making this a Class 5 component.

 

Figure 9-1: 

 

HADB Nodes and DRUs
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As Figure 9-1 illustrates, HADB consists of two Data Redundancy Units (DRUs), which are 

logical groupings of nodes. The nodes in each DRU contain the complete set of session data. 

Nodes in a DRU are distributed over one or more physical hosts, but DRUs should never contain 

nodes that share a physical host.

A node is a collection of processes, a dedicated area of main memory and some physical disk 

space. HADB has several different types of nodes. The most common is the data node, which is 

used for storing and updating data. Data nodes may be active, containing data, or spare, ready to 

“step in” for an active data node should it fail.

Session data is fragmented across the nodes in each DRU so that all nodes are evenly balanced, 

ensuring optimal throughput and response time.

Each session is stored in two nodes — a primary replica and a hot standby replica. The data is 

replicated asynchronously between nodes, but the replication is transactional. Data is always 

replicated across DRUs to ensure that each DRU holds a complete copy of the database.

In addition to providing a high degree of data availability through replication, the nodes 

maintaining and providing access to data are also highly fault tolerant. Nodes work in pairs (mirrors) 

to provide a mutual watchdog service. On node failure, the mirror will take ownership of the failed 

node's primary fragments and continue to provide access/update to the data. Meanwhile, the 

failed node will attempt recovery by trying to recover data from the active node using two different 

techniques. If successful, the recovered node will take back ownership of the primary fragments, 

thus returning the system back to its prefailure configuration. To maintain high availability and 

capacity, recovery is extremely quick (often within 500 milliseconds). If a failed node cannot be 

repaired, a spare node will attempt to take its place and the failed node will become a spare.

Nodes can either be collocated with application server instances or reside on a dedicated tier. 

Separating HADB from the instances improves overall availability and allows the application 

server tier and HADB tiers to be scaled independently.
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