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EXHPDM is an enabling technology from Sun Microsystems that enables the backup of many disk drives
concurrently to the same tape drive. This paper briefly describes the general characteristics of the EXHPDM
and the benchmark results when used with the T10000A, T10000B, and T9840D tape drives.
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The daily backup of data at large disk farms can create a significant critical workload for data centers as the amount of
data continues to grow every year and time constraints do not. Sun Microsystems® offers two hardware technologies to
reduce the pain of high-speed data backups: the T10000B tape drive and large-buffer Virtual Storage Management (VSM).
By themselves, these two pieces of hardware offer the fastest performance available. The Extended High Performance
Data Mover (ExXHPDM) makes them even faster.

An enabling technology is one that allows us to transform an existing process to one where we can better utilize our
technology. EXHPDM, like VSM is an enabling technology. On one side, EXHPDM with the IBM® Data Facility Data Set
Services (DFDSS) or Fast Dump Restore (FDR®) from INNOVATION Data Processing Corporation allows us to dump disks at
the bandwidth of the hardware. On the other side, EXHPDM allows us to write at the bandwidth of the tape drive.

Let’s talk about disk backup. All the technologies developed in the last few years have been aimed at backup processing:
faster channels, faster drives, and higher capacity media. Backup processing with FICON and related devices has been
improved dramatically. However, we have been given two new requirements for disk backup. First is the requirement
that a copy be written either locally or off=site, perhaps in another data center, or both, and often within strict windows.
We are seeing the death of the ‘Chevy Truck Access Method’ as auditors and managers require improvements for
disaster backup.

ExHPDM can be thought of as the “Virtual Tape for Backups” whereas VSM is the “Virtual Tape for Batch.” These are two
complementary virtual technologies where EXHPDM can act as the source of data for the VSM. It would be beneficial to
use both EXHPDM and VSM in the same data center.

With this in mind, let us revisit disk backups and the hardware and the software to do this locally, remotely and very
quickly.

@HH2(? B"20(#6(
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This paper briefly describes the general characteristics of the EXHPDM and the benchmark results when used with the
T10000A, T10000B, and T9840D tape drives.

2 EXHPDM - 23. Jun. 2009
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The T10000B native tape drive from Sun Microsystems (see [1] in the Bibliography) has a measured maximum write rate
for large blocks (256K) of between 130 and 170 MB/sec (depending on the compressibility of the data between 1:1 and
4:1). These measurements were obtained by writing directly from the host without first reading from a disk and are the
maximum potential speeds of the device. This device has been designed for the high speed streaming of backup data.
See Illustration 1 where we demonstrate the maximum data rate for the different tape devices offered by Sun
Microsystems. The most popular native drive currently used in VSM shops is the T9840. This drive has extremely short
time to data (critical for the reading of smaller datasets) but it does not have the high speed streaming of the T10000
Family tape drives. Please note that a combination of both T10000 and T9840 devices can be installed on a VSM system.
The VSM5 system easily accommodates both drive technologies.
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In a recent benchmark, we backed up 128 disks (on a Hitachi 9990V) to different native tape drive types using both FDR®
and DFDSS. A z99 processor was dedicated to the task with only a single TSO address space used to monitor the test.
The data was identical for each run and compressed at a ratio of 4:1. In the native tests, the volumes were stacked on
cartridges to fill out the cartridges. The serial stream consisted of a single job with many steps, each step dumping one
disk to one tape drive, i.e., we serially stacked 128 disk volumes on each cartridge. We achieved approximately 10.5

EXHPDM - 23. Jun. 2009 3
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MB/sec for a single disk to a single tape. Looking at Illustration 1, this 10.5 MB/sec is considerably lower than the
maximum write rate for the device.

The 2GB and 4GB FICON channels that we have today are also much faster than the individual pieces of hardware.
Unlike ESCON, the FICON channel is not a bottleneck issue in this type of processing.

To increase the aggregate throughput and decrease the backup window, we need to increase the parallelism to the tape
drive. There are two ways to achieve this: 1) Increase the number of disks and the number of tapes in each stream, i.e.,
back up 8 disk drives concurrently to 8 tape drives or 2) take the EXHPDM approach. For example, we can take 8 disk
drives and use a standard data mover (FDR® or DFDSS) and dump all 8 simultaneously using ExXHPDM to merge the FDR®
or DFDSS address spaces together and write the whole thing to a single tape drive. Using this approach, we are able to
achieve an aggregate data rate of 85-91 MB/sec writing to a single T10000A or T10000B tape drive.

Let’s say we want to back up 5 TB in 4.5 hours using 4 LPARs with 8 drives on each LPAR (32 drives total). Since we know

we can easily do 80 MB/sec per tape drive with increased parallelism (reading the same disks, merging, and writing to a

single tape), we can achieve the equivalent 5 TB in 4.1 hours using only 4 drives. That's over 8 times faster than the data
center!.

That’s impressive and so we need to discuss how to do it.

DH<&(;<) &

Traditionally, there is a one-to-one relationship between the number of concurrent disk backups and the number of
native tape drives. Certainly, we can save time and media by stacking many disk backups on a single tape, but the one-
to-one relationship still exists between the disks and the tapes. Stacking is a serial process; it does not increase
parallelism. The only reason for the stacking is the efficient utilization of the media. Ideally, we would like to increase
our aggregate rate until we hit some internal bottleneck.

If we look at Illustration 1, we see that the T10000B drive was measured to write at 168 MB/sec. There were no disk
reads with this measurement, as the data was streaming directly from memory, but this is well below the rate of the
FICON channel. The only other possible bottlenecks are the disk and the CPU. Since the 168 MB/sec was measured on
our CPU, we can eliminate that possibility and we are left with the disk.

In our tests, the single volume to tape rate was measured at ~10 MB/sec. This measurement was at or near the
saturation point of the device. We want our backups to be as fast as possible, so we need to stress the disks to their
utmost capabilities.

The amount of parallelism desired in a system should relate directly to the required elapsed time, so we modify the
number of concurrent backups until we run out of a resource.

ExHPDM allows us to modify not only the concurrent level of backups, but also the number of channels and the number
of tape drives. For example, if we can get 10MB/sec from a single disk, with ExHPDM, we can get 80 MB/sec from 8
concurrent disks and write to one tape at 80 MB/sec. In other words, EXHPDM increases the parallelism of backup
streams, interleaving many into one. It is an enabling technology.

4 EXHPDM - 23. Jun. 2009
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EXHPDM uses a client/server architecture that manages the I/0 from application programs and interleaves the data, at
the block level, onto the media. The Client and the Server are MVS address spaces that communicate via Cross Memory
Services.

The clients are programs requesting read/write from ExXHPDM. These are typically DFDSS or FDR®, but they can be any
program using BSAM or QSAM. The server is the ExXHPDM address space, an MVS subsystem defined in
SYS1.PARMLIB(IEFSSNxx). The server owns the real tape devices and performs all of the real I/0. Since EXHPDM uses
virtual technology and must map virtual volumes to real volumes, the server also maintains and manages an ExXHPDM
database to maintain these relationships. This VSAM database can be shared between other EXHPDM servers on the
same or different MVS images.
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To increase the backup speed, EXHPDM uses 256 KB blocks of data, buffered in the application's address space,
interleaving the 256 KB blocks onto single or multiple tape volumes. These blocks of data are moved in parallel from the
concurrently executing MVS application programs. To DFDSS or FDR®, EXHPDM appears to be an unlimited tape
resource that simultaneously receives data from several different applications and places them on the same tape volume

EXHPDM - 23. Jun. 2009 5
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on the same tape device. Each requester believes that it is the sole owner of the tape transport, when in reality,
multiple jobs are concurrently accessing a single real tape drive, interleaving the data onto a single tape cartridge.

Since data is coming from multiple disks simultaneously, the amount of data available to be copied to tape is the sum of
the data from each disk. Therefore, in the case where each disk can sustain 10MB/sec, EXHPDM has 10 MB/sec times
the number of disks. So if you are backing up 12 volumes, then potentially EXHPDM has 10*12=120 MB/sec to work
with. EXHPDM refers to the disks as connections (see Illustration 2), so in this example we have 8 connections. Each
path to a real tape drive is called a stream . When using EXHPDM, the performance bottleneck is either in the disk
subsystem or the tape drive, thus adding streams, sooner or later, we will be limited by the bandwidth of the disk
subsystem or the real tape drives. For example, we can increase the number of connections until we exceed the
bandwidth of the tape or the bandwidth of the disk subsystem (see Illustration 3). When we approach the bandwidth of
the tape, we simply add an additional stream.
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A secondary benefit of the 256K block size is improved media utilization. Since each physical block on a tape must be
separated by an Inter Block Gap (IBG), fewer blocks mean fewer gaps. Fewer gaps mean more space for customer data,
which means better media utilization and lower media costs for the customer. Costs are contained because ExHPDM
optimizes the use of the channels and the transports already installed.

6 EXHPDM - 23. Jun. 2009
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The benchmark test presented here consists of:
dumping 128 full disk volumes (all identical) from a Hitachi 9990V to three different tape drive types
three separate runs, one for each drive type
three Sun Microsystems drives: T10000A, T10000B, and T9840D

four tests for each drive type: native (without EXHPDM), EXHPDM with 8 connections, EXHPDM with 16
connections, and EXHPDM with 32 connections.

entire structure run twice: once with DFDSS and the other with FDR®.
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Illustration 4 shows the aggregate throughput achieved with DFDSS and FDR®. This chart illustrates the dramatic
increase achieved with EXHPDM. We see that the access-centric T9840D tape drive saturates at “50 MB/s and 8 streams.
The diminishing returns for the T10000A and T10000B tape drives implies that we have saturated the disk, i.e., our disk
subsystem cannot keep up. The maximum rate we can achieve with these drives is ~120 MB/s.
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Illustration 5 shows the elapsed time for each test. Runs to a single native tape took 5 hours. Using EXHPDM, this
elapsed time dropped to 30 minutes. Note that increasing the concurrency of backups (the number of connections) did

not significantly improve the elapsed time. This is due to the fact that with 8 connections, as noted above, we have
reached saturation of the single 9990V disk.
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Illustration 6 shows the relative difference in the elapsed times. For example, a multiplier of 8 implies that the test ran 8
times faster than the native equivalent. No attempt here is made to compare FDR® to DFDSS so the base numbers for

relative comparisons for the different software products are derived from the native run for that product. For a single
tape test, we achieved a decrease in elapsed time by as much as a factor of 11.
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Benchmark Results
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Illustration 7 shows how busy the tape drive was during the test. The upper graph is 8 connections and the lower graph
is 32 connections. With 8 connections, the average utilization for the T10000 family drives was about 63%. The T9840D
drive was flattened off at 83% busy. When we increased the concurrency to 32 connections, the T10000 family drives

Sun Microsystems, Inc.

maximum average utilization increased to over 80%, and the T9840D drive maxed and flat-topped at 86%. So at 32

connections, we conclude that the disk system is saturated and performance peaks at 8 connections.
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Benchmark Results

Illustration 8 shows how busy the disk drives were during the test. The upper graph is 8 connections and the lower

graph is 32 connections. Each point represents an average over one minute for all the active drives. At 8 connections,
the average disk utilization was 82%and 80% for the A and B drives respectively. The number was 89% for the T9840D.
When we increased the number of connections to 32, the percent utilization values for the A and B drives increased to
93% and 90% respectively. For the T9840D, the utilization was 97%.
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For the T10000A and B drives, increasing the number of connections from 8 to 32 added ~10% busy to the disk system
and ~20% to the tape. We can conclude that we have reached the maximum for the disk, but can gain additional

capacity from the tape drives.

10
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For the T9840D, the opposite is true. A 12% increase in disk utilization resulted in only a two percent increase in tape
busy. The additional disk busy was not connect time, but rather disconnect. Thus, we have reached and exceeded the
capacity of the tape drives.

This illustrates the flexibility of EXHPDM. With just a keystroke, we can increase the parallelism of the system. Going
from 8 to 32 connections resulted in a minor improvement in elapsed time and it costs little to modify the system (any
change is a simple parmlib or JCL change). When we have saturated a drive, or achieved a target utilization, it is a
simple matter to increase the number of streams and add drives to our backup processes. We can simply change
connections and streams to maximize our throughput and optimize the hardware requirements.

6' N&21H

Compared to native tape, we note that CPU utilization with EXHPDM increases in the data mover address space (DFDSS
and FDR®), and CPU consumption increases in the ExXHPDM address space. As expected, CPU consumption increases
with increasing concurrency. This is the price for the 8 to 10 times reduction in elapsed time. In many shops, the backup
window is at a different time from the main batch window to minimize competition with each other for resources. Also,
during back up times, CPU resources are typically not a bottleneck and there are ample CPU resources available. In
Illustration 9 we show the CPU time in the data mover address space, EXHPDM address space, and the sum of the two
(labeled Total).
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The time to restore a single volume with EXHPDM is longer than a normal DFDSS or FDR® restore of a single volume.
This is caused by ExXHPDM having to read an entire tape to strip out the interleaved data for the volume that is being
restored. What is important to note, is that in case of a disaster, we can restore the entire string at nearly the same

speed as we dumped it. So, multiple restores occur 8 to 10 times faster with ExHPDM than with normal restore
procedures.

The interleaved backup tapes must be restored by EXHPDM. Therefore, EXHPDM must be installed at the backup site.
EXHPDM tapes, system libraries (parmlib and loadlib) and a copy of the current database are required. The database and
libraries are restored (via FDR® or DFDSS) and then recovery procedures can begin.
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EXHPDM is an enabling technology. By interleaving many streams into one, EXHPDM enables full utilization of:

' high-speed channels,

! high-speed high-capacity tape transports,

! high capacity media,

! high-capacity, high-speed disk subsystems.

In a structured benchmark, we were able to decrease the elapsed time for disk backup by a factor of between 8 and 11
times using the T10000A and B drives and by a factor of 5 for the T9840D drive. No hardware change occurred. Our only
change was to insert EXHPDM into the test.

ExHPDM can write a duplex copy of the tape without reading the data twice from the disk. This is done by
simultaneously forking the interleaved data stream to two drives. We commonly make duplex copies of large tapes to
minimize the pain if we loose one of the tapes. VSM does this for stacked virtual tape volumes without involving the
host. EXHPDM does this for backups without involving the disk subsystem.

In the same way that VSM improves batch processing performance, EXHPDM improves backup processing performance.

They are complimentary technologies that can work together. There is no reason why VSM cannot act as a tape drive to
EXHPDM. A single channel into VSM can write at as much as 65 MB/sec (depending on how busy the entire VSM system
is).

ExHPDM does not compress the data on the channel. The drive compresses the data when it writes. VSM will also
compress the data it receives from ExHPDM.

One issue of writing backups to a VSM system with a small buffer is that each file must be migrated. The speed of this
migration is nowhere near the speed of an EXHPDM backup. Our backups to VSM occur at the same speed as backups to
tape, with the exception that in the former, data is safe on a RAID buffer and in the latter, data is safe on a tape
cartridge. Disaster recovery rules insist on a remote copy of the file, either made at the remote site or shipped there
from the backup site. This is an issue regardless of whether we use VSM or real tape drives. With VSM, and
asynchronously from the main backup window, we can replicate the backup files to a remote site. With ExXHPDM and
real tape, we can fork a single backup to both a local drive and a remote drive without reading the data twice.

In a recent test with ExXHPDM writing to 8 virtual drives on a VSM5 system, we dumped 256 disk volumes at 280 MB/s.

VSM5 hardware has upwards of 90TB of effective buffer space. With this large buffer, we need never write these backups
to tape. Typically, backups have a short lifetime so they can remain in the buffer until they are overwritten. With
backups to VSM (including those using ExXHPDM), we have a great deal of flexibility. For example, we can:

! duplex the backup keeping one copy locally and one copy remotely,

I duplex the backup keeping both copies locally,

! migrate the backup directly to tape,

! let the backup live and die in the buffer.

Regardless of how we configure it, EXHPDM in itself is enormously flexible and fast. The combination of EXHPDM and
VSM is even more so.
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1. Sun Microsystems, Inc., T10000 Family FICON Performance White Paper, Version 2.0, March 2009.
http://mysales.central.sun.com/public/storage/t10000.html

2. Sun Microsystems, Inc., T9840D FICON Performance White Paper, Version 1.0, March 2009.
http://mysales.central.sun.com/public/storage/t9840.html
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